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Abstract

“Cyber trust” is the confluence of information security, privacy, digital rights, and intellectual property.  Many problems in cyber trust exist at least partially because the people and institutions involved are not properly motivated to solve them.  The incentives are often perverse, misaligned, or missing.  By improving economic, social, and personal incentives, cyber trust can be significantly improved.  The essential elements for incentive-based cyber trust include usability, risk information systems, risk communications, social knowledge, markets, and incentive instruments, along with enabling technology and a supporting legal/ regulatory/institutional framework. We describe an application example in the information supply chain for financial services sector to illustrate the potential benefits and research problems.
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1 INTRODUCTION

The term “cyber trust” means the confluence of information security, privacy, digital rights, and intellectual property (IP) protection in pervasive communications and computing systems.  From the socio-economic perspective of risk management, these information risks are interrelated and are becoming more so.  A prime example of the cyber trust confluence is the case of Sony BMG Music Entertainment in 2005, who distributed a copy-protection scheme with music CDs that secretly installed a root kit on computers that played the CDs [
].  (A “root kit” can allow someone else to gain and maintain access to your computer system without your knowledge.)   This case involved digital rights (ostensibly, Sony’s original intent), information security, copyright infringement, and potential privacy violations.  

The problem addressed by this paper is that cyber trust is currently deficient largely because of perverse, misaligned, or missing incentives at all levels.  Thus, people and institutions involved are not properly motivated to solve cyber trust problems or do what they can to maximize social welfare [
] [
].   The Sony BMG case reveals conflicting incentives for various actors – media companies such as Sony, platform companies such as Microsoft, security companies such as Symantec and McAfee, and consumers [1] [
].

For individual users, security, privacy, and digital rights mechanisms are often hard to use and, therefore, are often not used as intended [
].  Consumers continue to be very worried about privacy violations and identity theft, yet they do not take action to protect their personal information on home computers [
] [
].
Organization incentives depend on mapping cyber trust to organization performance metrics and decision criteria.  A recent survey by the Conference Board [
] found that “most security managers don't know how to map their priorities to business objectives, and most top managers don't understand how security fits into their business objectives.” Another factor that makes rational decision-making more difficult is that cyber trust claims made by information and computing technology (ICT) and security vendors are frequently not verifiable or they do not stand up to scrutiny [
].   The result is that the marketplace does not sufficiently reward better security, leading to underinvestment [
].

The incentive-based approach shares the gains (benefits) of cyber trust outcomes in order to align the interests of all stakeholders and mobilize their collective capabilities – intelligence, initiative, agility, and creativity.  This is approach requires sociological and economic innovations such as risk modelling and social knowledge pooling, among others. 

The main argument of this paper is that an incentive-based approach to cyber trust will yield solutions that are substantially more efficient and effective than alternative approaches, and can also be used in conjunction with other approaches.
2 BACKGROUND
2.1 Terminology

·  “Cyber trust” – an umbrella term we have borrowed from the National Science Foundation but we have expand its definition to include the confluence of information security, privacy, digital rights, and intellectual property (IP) protection in pervasive communications and computing systems as seen from the perspectives of all key stakeholders – individuals, organizations, technologists, governments, and society.  In this usage, “Cyber” is short for “cyberspace”.  Therefore, “cyber trust” means trust in cyberspace, in all its forms.   

· “Cyber trust risk” or “Cyber risk” – the socio-economic risks associated with cyber trust, from the viewpoint of all relevant stakeholders.
· “Incentive” – Our definition differs somewhat from the usual economic definition: “In economics, an incentive is any factor (financial or non-financial) that provides a motive for a particular course of action, or counts as a reason for preferring one choice to the alternatives.” [
]  Generally, the incentives we consider are tied to desired outcomes, so that they are a form of gain sharing or shared equity, including remunerative, moral, and personal incentives.  We exclude negative or coercive incentives from this definition because we want to draw on and stimulate market forces, broadly defined (see section ‎3.1).  

· “Risk management” – a socio-economic approach to managing uncertain and uncontrollable outcomes, especially when faced with possible events that are hard to estimate and have very bad outcomes [
] [
].  The essence of the risk management approach is to estimate the likelihood and severity of uncertain events and then use these estimates in a rational decision-making framework to guide investments, contingency planning, and other decisions.  The general spirit of risk management is to balance the expected value of losses with the costs for mitigating those losses. The sociological aspect of risk management incorporates ideas such as risk tolerance/aversion, bias, risk perception, and motivational dynamics [
].  

2.2 Alternative Approaches

There are a variety of approaches to achieving cyber trust and controlling risk [
] [
], which may be used alone or in combination. To be clear, we do not argue that the incentive-based approach is the only approach that should be used nor is it always the best approach.   It is unlikely that any of these approaches will be successful in isolation. 

1. Technological approach – views cyber trust as a technical problem with primarily technical solutions. Information, communication, biometric, mechanical technology is the prime element in security solutions, with human actors either absent, secondary, or serving merely as users of the technology.  In its purest form, there is little or no dependence on organization or social entities other than to permit the technology to be implemented.  In essence, the technological approach says, “We can target and subdue the problem with our technology and tools”.  Its success depends on being able to create and deploy technology with sufficient power and sophistication to overcome the problem.

2. Mandates-based approach – views cyber trust as behaviour and policy control problem and attempts to create solutions involving explicit mandates emanating from centres of authority.  Mandates could take the form of regulations, policies, procedures, rules, laws, codes of conduct, contracts, and the like.  Centres of authority could include governments, organizations, leaders (formal or informal), administrators, asset owners, or the legal system.  Mandates are mostly enforced through audits or inspections, and may or may not have penalties associated with non-compliance. In essence, the mandates-based approach says “Do this!”, over and over again.  One author puts it succinctly: “As nearly any serious security publication will tell you, security is about control.” [
] The success of this approach depends on being able to define explicit mandates and instructions, and also to audit and enforce compliance in practice.

3. Penalty-based approach – views cyber trust as a problem of deviant behaviour and lack of will power to resist temptations to cheat or exploit.  It attempts to create solutions that involve penalty or liability schemes that cause individuals or institutions pay a heavy price for actionable vulnerabilities or insecure products [
].  The penalty-based approach is often used in conjunction with mandates, but not always.  Together, they say “Do this or else!”. 

In cyber trust, the penalty-based approach has been used for many years in copyright and patent protection and, more recently, in enforcing digital rights to creative works.  It is being used more and more by governments to protect consumer privacy.  There have been some people who have advocated that product liability law should be applied to information and communications technology (ICT) vendors for information security flaws and vulnerabilities, though nothing has been implemented as yet [
]  [
] [
]  [
]. 
To succeed, the penalty-based approach requires that we be able to clearly recognize and define negative outcomes, define injury magnitude, and assign clear responsibility, and to map cause-effect relationships between responsible parties and the negative outcomes.   It also requires a system of meaningful and proportionate penalties, along with adjudication and enforcement mechanisms.  
4. Political approach – views cyber trust as a problem of power relationships and collective interests. In essence, the political approach says, “Change the power structure, and good things will follow”.  Its success depends on knowing what is wrong with the current power structure and defining remedies that will make the environment better and not worse.  Solutions offered include alliances, coalitions, power-shifting actions (e.g. anti-trust law suits), countervailing actions or threats, reciprocal commitments, standardization efforts, and communications to influence public opinion.  While the political approach is rarely used to remedy cyber trust at the level of individual incidents or breaches, it is often recommended for use at a societal level or institutional level to explain or remedy perceived root causes of cyber trust problems.  Indeed, many experienced information technology (IT) security professionals and consumer advocates believe that a political approach is essential due to entrenched corporate or national interests and actors.  

2.3 Limitations of Alternative Approaches
While each of these approaches has some advantages and apply to some circumstances, they have substantial limitations in the current environment and stakeholder needs.

If cyber trust involved only interactions between machines, then technical approaches alone might be sufficient.  However, it is well know that cyber trust is a function of technology combined with policies, processes, organization strategy, and various human factors.  Thus, improving cyber trust will involve improvements across this spectrum.  Furthermore, there is always the question of whether decision-makers will actually invest in technology solutions, should they be available.  Therefore, technology alone will not be sufficient to improve cyber trust.
If cyber trust were not so complex, context-dependent, and fast changing, it might be possible to implement command-and-control approaches (mandates, penalties, and/or politics) efficiently and effectively without much concern for incentives. For example, consider the fact that it takes months or years to make and implement command-and-control decisions (e.g. policies, procedures, penalties, laws, etc.).  The wheels of bureaucracy turn slowly. Unfortunately, the cyber trust environment changes so fast that, by the time those decisions get put into practice, it almost impossible to avoid obsolescence or irrelevance.  Another problem with command-and-control approaches is unintended consequences, especially in crisis situations [
].

The most significant limitation of the political approach is that it is too blunt an instrument.  Yes, it could change the cyber trust economics, but there’s no way of knowing that the new regime would be better than the current regime.  It is very hard to fine-tune or refine.
3 THE INCENTIVE-BASED APPROACH 

This approach defines cyber trust as a problem of motivation and action by individuals and institutions, especially their actions toward mutual support, protection, and cooperation.   Motivations shape actions, and are in term shaped by perceptions of alternatives, payoffs, risks, and uncertainties.  Solutions offered involve incentives and communication of incentives.   Incentives may be tangible or intangible, monetary or non-monetary, fungible or non-tradable.  Incentives can be embedded in products and services in the form of ease-of-use or help systems.  They can be embedded in social systems in terms of social norms and group membership requirements.  

In essence, the incentive-based approach says, “Give key actors a share of the potential gains of cyber trust, and thereby draw on the power of self-interest to drive the right actions.”  To succeed, the incentive-based approach requires that we have a good understanding of what motivates individuals and institutions, what they value, how they perceive cyber risks and rewards, and how to create incentives to shift those motivations in positive directions.

To date, the incentive-based approach has only been implemented on a limited basis in security and privacy.  Outside of copyright, digital rights, and IP licensing, there has been little success in monetizing the value of cyber trust.  Other forms of incentives have been implemented in an ad hoc fashion.

3.1 Should penalties be included as negative incentives?
Some people view penalties as negative incentives, and would advocated including both positive and negative incentives in an incentive-based approach.  We disagree for three reasons.

First, negative incentives tend to promote avoidance behaviours, including shirking, blame shifting, and information hiding (both obscuring and misrepresentation), among other things.   This is the opposite of what we are trying to encourage.

Second, there is almost no way to craft negative incentives in such a way to ensure or encourage the most desirable outcomes (i.e. optimization).  At best, you can hope to avoid the worst categories of outcomes. This is not sufficient for the current cyber trust environment, where we need to encourage innovation and creative adaptation by all stakeholders.

Finally, our incentive-base approach is based on market systems.  Much of the power of market systems comes from its capability to spawn new and complementary markets that share gains and risks. But market systems almost never "trade" negative incentives.  For example, if a bank gets a huge fine for regulatory violation, there is no way for the bank to "share" that penalty with their stakeholders (key employees, partners, vendors, etc.), unless those stakeholders are also penalized by the same regulatory body or court.  The same is true for criminal liability or stigma/shame. These adhere to specific individuals who have no way to "share" with the organization they work for.  There is no practical way to share negative incentives, especially if you are trying to guide collective behaviour toward some global optimum.

The economic impact of potential penalties can be incorporated into the incentive-based approach through the Total Cost of (In)security framework, discussed in section ‎5.1, below.  However, if incentive instruments need to include non-monetary impacts (e.g. stigma, reputation loss, personal consequences), this would require separate treatment and modelling.
3.2 Advantages of the incentive-based approach
Simply put, the incentive-based approach will be more effective than the alternative approaches in the current fast-changing cyber trust environment. While the incentive-based approach is not purely based on market prices and payments, the argument in favour of its relative efficiency and effectiveness reason is basically same as the argument in favour of markets over command-and-control in the modern world economy [
].  

A significant advantage of the incentive-based approach is that it does not require the existence of a single global system of incentives or risk measures.  To get started and to develop, there is no pre-requisite for industry-wide, country-wide, or international standards or systems.  All that is needed to get started is for two parties to have some measure of their relative cyber risk across decision alternatives and how relative cyber risk is driven by observable metrics.  This can form the basis of incentive instruments that are mutually agreeable, fair, reward the right behaviour, and aren’t easily cheated.

4 ESSENTIAL ELEMENTS 

In this section we describe the essential elements for the incentive-based approach and explain why they are necessary.
Figure 1.  Essential Elements for Incentive-based Cyber Trust 
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4.1 Usability 

Personal incentives are the foundation for any incentive-based approach to cyber trust.  If personal incentives are missing or are in conflict with other incentives, we should expect principal-agent problems (i.e. individuals and organizations may be inclined to bypass or avoid good cyber trust practices, and “principals” incur monitoring and enforcement costs to protect their interests.  Efficiency and social welfare both suffer.).

In a sense, we can say that personal incentives are embedded in the design of information and communication systems, and specifically in the usability of their cyber trust features.  These personal incentives include making it easy to do the right things, hard to do the wrong things, and making it clear what the risk consequences are of possible actions.  Usability includes technology, people, and processes.  Poor usability can undermine all the other incentive elements.    

There has been considerable interest and research activity recently regarding usable security and privacy [5] [
] [
].  However, this research is not yet well integrated with other elements of incentive-based cyber trust.
4.2 Risk information systems 

It will be necessary to have systems to continuously collect and aggregate operational cyber trust information. Without it, it will be impossible to create efficient and effective incentive systems. There have been many calls for information collection and sharing [
] [
], and various organizations and institutions have been set up for this purpose, including CERT, Information Sharing and Access Centres (ISACs) and others. However, these mechanisms almost exclusively focus on operational and technical aspects of cyber trust (vulnerabilities, mitigation, remediation, etc.) and not on the risk management aspects.   There is very little empirical data on the social and economic aspects of cyber trust, either for academic researchers or for practitioner in industry or government [
]. 

Once data is collected, it is necessary to analyze it to discover cause-effect relationships between operational metrics and stakeholder value.  Models are needed to help stakeholders make forward-looking, value-based decisions based on risk scenarios and trade-offs.   Models will have to cope with many forms of ignorance and uncertainty – an area of active research [
] [
] that has not yet been applied to incentive-based cyber trust.  Finally, models need to be structured to fit corporate spending and strategy decisions, which means that the results need to map to existing accounting and budgeting information.  
4.3 Risk communication 

Incentives have to be presented to actors in a way that is meaningful and actionable, otherwise they won’t work. Risk communication includes a range of activities from simple disclosures to sophistication visualizations.  Current research on risk perception [14] [
] and risk communication [
] has defined the following challenges that incentive-based cyber trust solutions must address: 

· “Risk” has different meanings at an individual level, organization level, and societal level [16] [
]. 

· Risks and risk perception are usually very specific to context and systemic performance.

· To influence individual behaviour, it is best to give feedback in real-time.

· Risks and risk factors are very interdependent, making the cause-effect relationships very complicated.

· Much of cyber trust knowledge is contingent, tentative, vague, ambiguous, and even contradictory.

· Risk cannot always be measured by a simple numerical scale or value system such as money.

· Prior perceptions and mental models are critical to successful communication and to influence behaviour.

· It is hard to avoid diving into technical details that most people find befuddling and taxing.

· There are many social and political obstacles to disclosing information about cyber trust and risks.  No business decision-maker wants to look bad or untrustworthy, so there is a natural inclination to avoid disclosing or even learning about breaches of cyber trust.

4.4 Social knowledge 

Mobilizing social knowledge will be critical to incentive-based cyber trust for two reasons.  First, knowledge about cyber trust – vulnerabilities, exposures, incidents, losses, mitigation, cost, and forward-looking estimates and perceptions – are all widely distributed.  Cyber trust is very dependent on context.  Therefore, only the people in that specific context have the necessary information and perspectives to make proper judgments.   Second, cyber trust involves both perceptions and forward-looking estimations of risk and these are social processes.  Finally, there may be some elements of incentive-based cyber trust that can only be produced by the “wisdom of the crowds”, including valuation of hard-to-estimate risks and best practices.

There has been considerable research on social knowledge systems, and also use in practice, with mixed results.  Examples include reputation systems [
], peer-to-peer information sharing [
], pooling expert assessments in the face of uncertainty, bias, and weak signals [
] and other mass collaborations [
].  It also includes certification [
] and other products of trusted third parties (TTPs).   However, social knowledge systems have only had a limited effect on improving cyber trust, either because they served a limited community (information sharing) or because the information they produced (certifications) was an erroneous signal for cyber trust [
].  Furthermore, social knowledge systems to date have not been integrated with other incentive-based systems.
4.5 Markets 

It has been widely recognized that one of the core economic problems of cyber trust is incomplete markets [2].  Because the economic value of cyber trust is not priced and traded, economic actors can not make rational trade-off decisions, leading to inefficient allocation of resources and less-than-optimal results. (By “markets” we mean trading systems that allow buyers and sellers to exchange goods and/or services, including information.)  

Of course, primary markets for cyber trust include the real-world commercial markets where customers pay money to suppliers for security products and services. However, it is clear that these markets are far from complete or even sufficient. For example, there are markets for information security products and services, but these are rarely “value priced” in the sense that buyers do not know what improvements cyber trust they are getting when they buy each product or service.

But the range of possible markets also includes synthetic and simulated markets that are created specifically to discover prices [
], to draw out the “wisdom of the crowds” (e.g. prediction markets [
]), to rectify “Tragedy of the Commons” problems due to externalities (e.g. “cap and trade” such as pollution rights markets) [
], markets for private information [
] and to draw out information directly related to cyber trust (e.g. “Zero-day” vulnerability auctions [
]).   There has been a significant amount of research lately on artificial markets in general, including these examples: artificial trading markets [
], derivative markets for trading macro risks [
] [
], and artificial markets with intelligent agents [
].  Also relevant is the research into pricing non-marketed assets [
] [
] and non-market methods for eliciting value and preferences [
], which bridges the domains of risk information, risk communication, and markets.
4.6 Incentive instruments 

We define “incentive instruments” as any social or economic device, mechanism, process, or agreement that explicitly ties payoffs for actors to desirable future states of the world so that those actors are motivated to help bring about those states. A “payoff” could be monetary, near-monetary (e.g. a tradable good or service), or non-monetary-but-valuable (e.g. offer of mutual assistance).   The reason incentive instruments are essential is that they put the value proposition of cyber trust front-and-centre for each stakeholder.  They also open the possibility of side payments, compensation, and other balancing transactions to align the interests of stakeholders.

Examples cyber trust incentive instruments that have been implemented or extensively researched include cyber insurance [
] [
] [
] [
], risk-sharing contracts [
], and “bug bounties” [
].  Since the risks associated with cyber trust are frequently either not insured or are not insurable [
] [
] [
], other risk finance and incentive instruments are worth exploring. Outside of the domain of cyber trust, there has been considerable research on risk sharing pools in developing countries [
] [
] [
], risk-based payments and contracts in supply chain management [
] [
] [
], decision insurance (internal to an organization) [
], and risk sharing in other contexts [
] [
].   Those methods and research results should be applied to cyber trust.

New methods are required for digital rights licensing in an era where it is difficult or impossible to prevent unauthorized copying and distribution [
].  The “Street Performer Protocol” [
] and variants are particularly interesting, since they provide for payment to authors/creators prior to distribution.  Other interesting variants include the software completion bond [
] and “Voted Compensation” [
] [
].  With some imagination, these might be applied to cyber trust.   For example, the Street Performer Protocol might be applied to the market for vulnerability information, fulfilling some of the same objectives as an auction market without some of the negative aspects. Rights-based licensing could be also applied to privacy, where each person retains some rights over their personal information.  This requires a new legal framework [
] and appropriate rights management collectives [
].  

4.7 Enabling technology 

It’s obvious that any incentive-based cyber trust scheme would need support from technology.  While a detailed discussion of enabling technology is beyond the scope of this paper, we want to make two comments about its required characteristics. First, the incentive systems should be widely distributed and embedded in the pervasive computing and communication systems.  Second, the enabling technology needs to present incentive signals to actors at the right times, i.e. when it will have the most effect on behaviour and performance.  

4.8 Supporting legal, regulatory, and institutional framework 

In addition to enabling technology, it is necessary to have a supporting framework of laws, regulations, and institutions. The best model to draw on is the existing framework for modern financial markets.  The laws, regulations, and supporting institutions are set up to facilitate fairness and trust primarily through self-regulation and transparency. Oversight by regulators is essential to make sure that the spirit of laws and regulations are carried out in changing market circumstances.  Finally, the day-to-day functioning of the market is carried out by a network of trusted intermediaries (exchanges, clearinghouses, and licensed broker/dealers) and trusted third parties (rating agencies, public accountants, etc.).  While these intermediaries and third parties are private institutions, they have a quasi-legal role and have a degree of governmental sanction and oversight.  We expect to see a similar framework evolve to support incentive-based cyber trust, perhaps even drawing on the existing framework for financial markets.

In comparison to the legal, regulatory, and institutional framework required by the other approaches, this free market framework is more efficient and more agile to adapt to changing circumstances.  It scales better, both in size and across geographic and jurisdictional boundaries.  Finally, it is much more likely to foster innovation and avoid unproductive stakeholder conflict. 

5 Incentive-based cyber trust in action: financial services 
This section provides an illustrative example of how incentive-based cyber trust could be applied to the information supply chain in the financial services (FS) sector.  

The FS sector is one of many sectors that face significant cyber trust challenges.  In information security, it faces major threats of insider abuse and fraud, external targeted attacks and fraud (e.g. “phishing”, money laundering, etc.), misuse of customer’s private data (including identity theft), threats to confidential information (insider trading, improper disclosure, etc.), and threats to intellectual property (computer software, proprietary financial data, and even patented business processes).  The only element of cyber trust not significant in FS is digital rights, but that might be changing as more financial information and services are delivered digitally and on-demand to be bundled with other digital content.

Furthermore, the FS sector is part of the “critical information infrastructure”. (For an excellent overview of the FS sector, its critical information infrastructure, and information risks, see the ‘2006 Annual Report’ of the Financial Services Sector Coordinating Council [
].)    The key challenge is “how to steer multi-actor decision making toward an adequate performance of the integrated system with respect to long-term public interests” [
].  

We believe that the FS sector has good potential to be an early adopter for innovative incentive-based solutions for cyber trust. Over the last 20 years, there has been a revolution in quantitative risk management in the FS sector, culminating in the Basel II Accord to promote stability in the financial system through, among other things, market discipline (i.e. incentives).  This has led most large banks and insurance companies to take a more comprehensive approach to risk, including developing sophisticated models of operational risk, which includes cyber risk.  
We focus our example on cyber risk associated with key links in the FS “information supply chain” – defined as the network of trading and service relationships between firms and between firms and individuals that collectively provide information processing, data, and communication services necessary to support economic value creation.   
5.1 Intra- and Inter-firm cyber risk 
Problem: One of the main challenges facing information technology (IT) managers and business executives is how to map security metrics and performance to business metrics and performance [8].  This is necessary to align business goals and investments with security requirements, and to balance risks against costs and rewards.  Because the benefits of security are the avoidance of uncertain losses, applying traditional cash flow return on investment (ROI) techniques would be inappropriate and misleading.  Furthermore, the domain is rife with “unruly uncertainty” (ambiguity, incomplete information, contradictory information, intractability, unknown-unknowns, etc. [14] [
] [
] [
] [
]) which makes it difficult or impossible to reliably estimate annualized loss expectation (ALE) or other probabilistic estimates of expected losses for given incident types.
In large FS firms, they generally have a Risk Management department that measures “operational risk”, which is a broad category that includes cyber trust risks.  Unfortunately, these operational risk measures are usually aggregated across all risk types (including fraud, process errors, etc.), which makes them less relevant to managing cyber risk through incentives.
Solution: “Total Cost of Cyber (In)security” Framework.  Essentially, this would consist of managerial accounting methods and decision support tools to measure the total cost of security (or “insecurity”, since loss event costs are included).  Here’s how it might work:
Divide security-related or cyber trust costs into three categories: “Budgeted”, “Self-insured”, and “Catastrophic” (Figure 1).   Basically, this approach divides the aggregate cost probability distribution into three sections. The fat part of the curve near the mean is "budgeted".  The tail section up to some threshold (95%, 99%) is "self-insured".  The very far end of the tail is "catastrophic".  Therefore, any given incident type, vulnerability, or threat could contribute costs into any or all of these categories.  
Figure 2.  Idealized Probability Distribution for a firm's Total Cost of (In)security
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· "Budgeted costs" are defined to be costs that are predictable and likely within the budget year.  This includes all direct spending on security, plus indirect costs, plus the expected value of all high frequency losses and some small mix of lower frequency losses.  It also includes the opportunity costs – business activities that are prevented or inhibited by security.

· "Self-insured costs" are less predictable and/or much lower probability within the budget year.  Loss magnitudes are potentially big enough to bust the budget (i.e. material to quarterly earnings statements) and even threaten the firm’s credit rating, but not necessarily threaten firm survival.  Formally, the loss exposure to be self-insured is the difference between the Budgeted costs and the upper limit for self-insurance, defined by firm strategy.  (Note that this scheme does not depend on actually having a self-insurance fund in the accounting sense.)
· "Catastrophic costs" are very unlikely and/or very unpredictable, but could threaten firm survival or even more widespread systemic losses.
· Cost models would be built for each category, drawing on operational security metrics, business process metrics, and estimates of asset value and other values at risk.  But the models for each category will be very different. 

· Budgeted costs would be modelled using fairly conventional cost-driver models (i.e. linear relationships between operational metrics and indirect or overhead costs, etc.).  
· Self-insured costs would be modelled using rank order or order-of-magnitude approaches, possibly combining stochastic methods with inferential reasoning (see Section 5.5, below).  

· Catastrophic costs would be modelled using scenario analysis and ordinal or nominal scales.  Here, the precision of cost estimate is much less important than its value as a guide strategy and business continuity planning, for example.
This solution would work for any type of security risk or, more broadly, cyber risk. If the loss distribution estimate happens to be normal distribution with relatively modest variance, then it would all fall into the "budgeted" category, and thus could be managed using traditional budget and cash flow methods.  On the other hand, if the loss distribution has a "fat tail", then the three-part approach becomes very useful to distinguish between what we know with confidence and what we know with less confidence or don't know at all. 
This solution makes the most of existing information, aligns with decision-making processes, and avoids the problem of conflating reliable and unreliable estimates.  It requires innovations from Enterprise Risk Management, Activity-based Costing, and qualitative reasoning. The approach is roughly analogous to the Total Cost of Quality concept that helped motivate the Total Quality Management movement [
].  In addition to helping with security cost and performance management, this approach highlights the importance of organization learning and discovery.  

Another advantage of this method is that it is compatible with existing methods for enterprise investment and performance management, including “Risk-adjusted Return on Capital” (RAROC) in financial services and “Economic Value-added” (EVA) across various industries.  In essence, “self-insurance” adds to the capital required by a project or business unit.  Higher levels of cyber risk mean a larger “self-insurance” pool is required, which lowers return on capital, and vice versa [
].
It may be possible to standardize these methods with industries and organization types to allow, for the first time, meaningful aggregation of cyber trust cost information to guide government policy and vendor product development decisions.  It would also allow meaningful public disclosure of cyber trust risks and risk tolerance in stakeholder reports and regulatory filings.

Problem: A significant source of cyber risk in the FS firms is the information links it has with trading and outsource partners.  This is especially true from the perspective of the financial system as a whole, i.e. systemic risk. It’s common practice for partners to have contracts that govern their relationship and transactions, including clauses for information security practices and requirements.  These clauses usually define mandates and, sometimes, penalties.  Incentive contracts have been used in a few cases to manage supply chain risk [
] [
], especially to build trust and commitment [
].  However, it has not generally been used to manage cyber risk specifically.

Solution: Contingent Payments.  It should be possible to define contingent payments tied to specific information security goals, measured by existing operational metrics or scorecards [
].  The contingent payment amounts would be negotiated.  While these instruments would provide relatively crude incentives, it could be more efficient than a purely mandates + penalties approach, especially if it promotes creative solutions and information sharing to reduce mutual risks.  The risk information system for these contingent payments would be a “Total Cost of Cyber (In)security” model for each firm, or equivalent.  They need not be identical.
5.2 ICT vendor cyber risk 
Problem: Information and communication technology (ICT) vendors are a special class of trading partners for FS firms, since they provide the very foundation products and services for cyber trust capabilities.  However, FS firms often feel as though both operating costs and risk of cyber trust are being dumped on them by vendors through license contracts, service contracts, pricing, and vendor testing and patch release practices.   For example, one industry group estimates that the US financial services industry spending on vulnerability and patch management approaches $1B per year [
].  Furthermore, no party in the value chain is disclosing or sharing enough information about vulnerabilities in ICT products, which essentially means that all parties are making decisions in relative darkness.  What’s missing is compelling incentives for the ICT vendors and buyers to share cyber trust information and work together to implement cost-effective solutions.

It’s widely recognized that emergent forms of value for ICT in use (e.g. quality, security, and availability) are jointly created by ICT vendors and their customers.  Therefore, cyber trust outcomes should be managed as a joint responsibility. However, current payment and relationship structures don’t reflect these facts.   No one has figured out how to charge more for higher quality or more secure software due to the “lemon’s market” effect (i.e. systemic under-pricing in the used car market due to information asymmetries about quality and post-purchase costs). [2] 

Solution: Risk/reward sharing instruments.  This financial and contractual instrument between IT vendors and their customers would effectively create risk-adjusted pricing and gain sharing, plus incentives for information disclosure and learning [
] [
].  Here’s how it might work: 

· The instrument(s) would be some form of forward contract on predefined cash flows from both ICT vendors and customers, approximating a portion of the self-insurance pool for each party associated with their joint cyber trust risks. 

· The cash flows would be calculated through activity-driven models using observable quality, reliability, availability, and security metrics, similar to those that are the foundation of Service Level Agreements (SLAs) [
]. 

· Both vendors and customers would regularly feed metrics information to a trusted third party, who would use simulation models to estimate the expected cash flows and then publish the results.  Periodic audits and comparison with public financial statements would be used to validate the output of the activity-driven cash flow models. 

· The cost of externalities (i.e. systemic risk) could be included in the models in a variety of forms. 

· Based on simulated performance driven by actual operational results, vendors and customers either share the gain (better-than-expected), or loss (worse-than-expected), according to pre-agreed formulas or triggers.  (Similar approaches in financial risk management are called “mark-to-model” and “mark-to-future”. [
])
· Because they represent cash flows, these instruments could be bundled, repackaged, sold on secondary markets, or tied to subordinated debt to provide liquidity and/or market prices for risk. 

· The resulting risk prices could serve the same incentive and signal effect as insurance premiums for traditional property/casualty. 

This solution could make a revenue contribution to ICT vendors because any time you can optimize the pricing/packaging/placement of a product or service to better fit what the customers really want, you have the potential to increase customer satisfaction, market share, “share of wallet”, or to open up new segments that were not previously economical.   
5.3 Consumer risk
Problem: Consumers and individual ICT users generally do not have sufficient understanding or enough information to make good risk/reward decisions regarding cyber trust.  This is true not only for major decisions (e.g. purchase, configuration, update, or upgrade) but also for moment-by-moment usage decisions (e.g. visit a web site, enter personal information, use a public WiFi access point, use peer-to-peer file sharing, etc.).  As a result, consumers and individual ICT users are both too cautious and too lax in their practices.  At best, this leads consumers to worry and feel discomfort; at worst, loss of tangible or reputation.  It also creates significant external costs for other individuals and institutions.

Solution: Real-time risk dashboard.  It is basically a meter or animated display that provides risk feedback in real-time as the consumer or individual is making use of the ICT devices and services.  Microsoft’s Internet Explorer (IE) 7 comes with a simplified version of this solution, to warn users about known phishing web sites.   Also, Symantec has released a free to download Symantec Internet Threat Meter, based on Yahoo! widgets platform [
]. It displays a qualitative risk index rates the four main online activities, including e-mail, web activities, instant messaging and file sharing on a low, medium or high risk level based on general conditions on the internet, but not on a particular user’s system or related to their specific activities.  What we are suggesting is much more complete and compelling for the consumer. Here’s how it might work: 

· It would need to be fed by a knowledge base of considerable depth and sophistication, preferably pooling the knowledge of many users in similar circumstances.  Peer-to-peer data and knowledge sharing models could be appealing, with appropriate mechanisms for preserving anonymity and protection against gaming the system.

· Sophisticated modelling would be required to characterize the user’s configuration, assets at risk, normal and abnormal activity patterns, risk tolerance, and to map these factors to threats.  However, considerable modelling and data complexity can be avoided through abstraction, pattern recognition, and inferential reasoning.

· Prediction markets for estimating or forecasting key parameters could be useful.  Participants could include ICT vendors, security and privacy experts, risk management professionals, and even (by proxy) consumers themselves.

· The most important information to give the consumer/user is relative expected value changes for alternative courses of action (e.g. visit the site vs. not).  While it is tempting to put this into a rigorous decision-theoretic framework using money values, that may not be necessary or even the most useful way to model or convey the information.  

· It would be useful to incorporate real-time pricing for identity theft insurance. Currently in the US, several companies provide identity theft insurance.  While many policies cover both credit losses and lost wages, this insurance doesn’t cover the largest potential cost – destruction of consumer’s credit rating [
].  Furthermore, premiums for identity theft do not reflect the relative risk of policy holders.  Identity theft insurance could be a more effective cyber trust incentive instrument if even simple methods were used to value expected drop in credit rating vs. income level, and also rating the risk exposure and reduction practices of policy holders.  This would provide risk pricing information to consumers and might improve their risk mitigation behaviour.
· Whatever information is chosen for display, it is critical that it is displayed in a meaningful, compelling, and comfortable way.  Perhaps there is some middle ground between the static or animated icons now used on browsers and the animated cartoon Office Assistant by Microsoft, which was engaging but entirely uninformative.

This solution might be offered as an independent product or service, or it might be bundled with existing or new products or services, which might speed adoption and enhance the value proposition for both consumers and vendors.  For example, if this solution were linked with a consumer risk sharing pool, then it might be possible to display their real-time “insurance premium”, “coverage limit”, or other related self-insurance or mutual assurance value (either monetary or in-kind value).

6 Conclusion

We believe that the incentive-based approach to cyber trust will yield solutions that are substantially more efficient and effective than alternative approaches alone. It can also augment technical solutions and mandate-plus-penalty systems to make them more effective.  There are many unresolved theoretical and empirical questions, including:

· Is it theoretically possible to model cyber trust risks and incentives in a unified, forward-looking valuation framework?  What are the fundamental limits [15] [
] [
]?

· If analytic, quantitative models are not feasible, is it possible to devise coarse-grained or qualitative models that are robust and usable in practice (e.g. rating or ranking schemes) as the basis for incentive instruments?
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